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Abstract
The increasing gap between datacenter traffic volume and
the capacity of electrical switches has driven the development
of reconfigurable network designs utilizing optical circuit
switching. Recent advancements, particularly those featuring
periodic fixed-duration reconfigurations, have achieved prac-
tical end-to-end delays of just a few microseconds. However,
current designs rely on multi-hop routing to enhance utilization,
which can lead to a significant reduction in worst-case through-
put and added overhead from congestion control and routing
complexity. These factors pose significant operational chal-
lenges for the large-scale deployment of these technologies.

We present Vermilion, a reconfigurable optical interconnect
that breaks the throughput barrier of existing periodic reconfig-
urable networks, without the need for multi-hop routing — thus
eliminating congestion control and simplifying routing to di-
rect communication. Vermilion adopts a traffic-aware approach
while retaining the simplicity of periodic fixed-duration recon-
figurations, similar to RotorNet. We formally establish through-
put bounds for Vermilion, demonstrating that it achieves at least
33% more throughput in the worst-case compared to existing
designs. The key innovation of Vermilion is its short traffic-
aware periodic schedule, derived using a matrix rounding tech-
nique. This schedule is then combined with a traffic-oblivious
periodic schedule to efficiently manage any residual traffic.
Our evaluation results support our theoretical findings, reveal-
ing significant performance gains for datacenter workloads.

1 Introduction
Datacenters have experienced explosive growth in overall
network traffic volume over the past decade [1]. With the recent
introduction of high-bandwidth Machine Learning workloads
into datacenters, the peak network traffic is expected to
increase even more rapidly [2]. Unfortunately, traditional
networks, which are built using electrical packet switches,
struggle to keep up with this growing demand [3]. Further, the
rapid evolution of datacenter applications and their changing
bandwidth requirements implies: “the best laid plans quickly
become outdated and inefficient, making incremental and
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Figure 1: Existing designs based on periodic optical circuit-
switching are oblivious to traffic patterns, requiring complex
multi-hop routing and congestion control, which reduces
throughput. Vermilion overcomes this limitation by introducing
a few additional fixed-duration reconfigurations per period
in a traffic-aware manner, while significantly simplifying both
routing and congestion control.

adaptive evolution a necessity” [2]. This led to the emergence
of novel technologies based on reconfigurable optical circuit
switches [2–6]. Two prominent types of reconfigurable
datacenter networks have emerged recently: traffic-
oblivious [3, 4, 7, 8] and traffic-aware [5, 6, 9] networks. These
networks are optically circuit-switched and feature bufferless
switches. The circuits can be reconfigured, enabling the
network topology to adapt dynamically to evolving communi-
cation patterns in datacenter workloads, which can potentially
improve performance. The reconfiguration schedule varies
between designs: some achieve high performance but are im-
practical for large-scale deployment, while others offer more
practical solutions but at the cost of moderate performance.

From a performance standpoint, traffic-oblivious networks,
such as RotorNet [4], Sirius [3], Opera [10], Mars [7], and



Shale [8], offer low reconfiguration overheads (in the range
of nanoseconds) but sacrifice throughput due to their fixed
and periodic switching schedules, which are independent of
the underlying communication patterns. Only recently have
the throughput bounds of traffic-oblivious networks been
established [7, 11], showing that they are tightly bounded by 1

2
i.e., a sustainable load of at most 50% under worst-case traffic
patterns (e.g., ring communication), even with ideal routing
and congestion control. In contrast, traffic-aware networks
such as Mordia [12], Helios [6], and ProjecToR [5] are capable
of achieving higher throughput because their switching
schedules are optimized for the underlying communication
patterns. Unfortunately, formal bounds on the achievable
throughput of traffic-aware networks remain an open question
in the literature. Nevertheless, with the evolution of distributed
training paradigms such as Mixture-of-Experts (MoE), where
communication demand exhibits a degree of predictability due
to strong locality and load balancing across experts [13, 14],
there is growing motivation to design traffic-aware network
mechanisms that can effectively exploit this structure.

From a practicality standpoint, periodic fixed-duration re-
configurations have emerged as a promising design choice for
reconfigurable datacenter networks [15,16]. However, existing
periodic networks are traffic-oblivious and require non-trivial
additional support from hardware (NIC and switch) in terms
of routing, packet reordering, congestion control and buffer
architecture [3, 4, 8]. This complexity hinders the large-scale
deployment of these networks in practice. In contrast, traffic-
aware networks typically only require single-hop (direct)
routing and do not depend on in-network congestion control
mechanisms. However, this comes at the cost of complex
reconfiguration schedules with variable durations, and they
often rely on an additional packet-switched network [5, 6, 12].

In view of both performance and practicality, we explore
a new direction in this paper: Can a high-throughput network
be designed using periodic fixed-duration reconfigurations,
without relying on multi-hop routing?

Figure 1 illustrates our perspective. Not only are existing de-
signs limited in throughput, the worst-case throughput of any
traffic-oblivious network is bounded by 1

2 [7, 11, 17], making
it infeasible to achieve higher throughput. However, it remains
unexplored so far, whether and to what extent a traffic-aware
approach to periodic reconfigurable networks can improve
throughput. Intuitively, if the reconfiguration delay is negligi-
ble, a traffic-aware network can ideally achieve full-throughput.
For instance, most prior works follow this intuition and use
Birkhoff–von Neumann (BvN) [18] decomposition technique
to devise a circuit switching schedule that perfectly matches
the underlying traffic pattern [12, 19]. However, this not only
results in a schedule with variable duration for each reconfig-
uration, it can also result in significantly low throughput due to
reconfiguration overheads. Designing a traffic-aware network
using only fixed-duration periodic reconfigurations, while sur-

passing the throughput limits of oblivious networks, requires
new techniques and remains a challenging open problem.

We present Vermilion, a first traffic-aware reconfigurable
network design that breaks the throughput barrier of existing
designs, using only fixed-duration periodic reconfigurations.
Vermilion not only achieves higher throughput but also greatly
simplifies the protocol stack by eliminating multi-hop routing,
congestion control and packet reordering. A recent work
reports the following regarding single-hop routing in periodic
circuit-switched network:

“Notably, none of this requires any modifications to the
Linux application, TCP, or the Linux networking stack.” [16]

Vermilion relies solely on direct communication. As a result,
Vermilion is more practical for deployment, within the avail-
able hardware capabilities e.g., using Rotor switches [4] and
server-grade NICs [20]. Additionally, Vermilion requires pro-
grammable periodic optical schedules and time-slotted trans-
mission, e.g., using FPGA-based NICs as demonstrated in
RotorNet [16]. We discuss Vermilion’s practicality as well as
future research directions in more detail later in this paper.

The key innovation behind Vermilion is the use of a matrix
rounding technique [21] to derive a switching schedule that
matches the underlying traffic pattern. This is in contrast to
BvN decomposition technique [18] and greedy approxima-
tions [22] that have been largely used in the literature for
designing traffic-aware networks [12, 19]. Importantly, our
rounding technique allows decomposing a traffic matrix (after
rounding) into a set of permutation matrices that directly serve
as the switching schedule with fixed-duration for each circuit,
in a periodic manner. Interestingly, the schedules produced
by rounding technique are capable of serving a large portion
of the demand but may leave certain residual demand. To this
end, we introduce one extra cycle that is similar to that of
existing designs, providing direct connections between all
communicating nodes. Our rounding technique is simple and
efficient to compute, making it practical for quick updates
based on the changes in the traffic patterns. We establish the
throughput bounds of Vermilion, marking the first theoretical
result on the achievable throughput of traffic-aware networks,
while accounting for reconfiguration delays.

We evaluate using packet-level simulations and show that
Vermilion significantly improves throughput by up to 2.13x
and reduces the flow completion times by up to 99.54%
compared to existing approaches. Furthermore, results show
that Vermilion reduces the all-to-all completion time by up to
7.5x compared to BvN and by up to 24x Mixnet [23].

Our main contributions in this work are:

■ A first separation result proving that traffic-aware re-
configurable datacenter networks are strictly superior to
traffic-oblivious networks in terms of throughput.

■ Vermilion, an innovative, yet simple, traffic-aware network
design based on periodic fixed-duration reconfigurations.
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(a) The physical topology of a reconfigurable network consists of
a set of nodes connected by optical circuit-switches arranged in a
hierarchical Clos topology (e.g., leaf-spine). The circuit-switches are
time-synchronized and rapidly reconfigure their circuits providing
direct links between pairs of nodes in a periodic manner. We assume
a control plane that defines the switching schedule for each switch.
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(b) The physical topology establishes a node-to-node network that
evolves over time periodically, allocating bandwidth between pairs
of nodes in each timeslot.
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(c) Examples of topologies that can be emulated over a period using
periodic circuit-switching

Figure 2: The periodic circuit-switched network (2a) rapidly reconfigures its circuits, forming a dynamic node-to-node topology
that evolves over time (2b). Over time, this topology emulates a specific static network (2c), for example, splitting bandwidth
evenly across all pairs to create an all-to-all mesh topology (as in RotorNet [4] and Sirius [3]) or concentrating bandwidth between
pairs with high demand to form a permutation or ring topology. The throughput of the network is heavily influenced by the choice
of switching schedule, the emulated topology, and the underlying traffic matrix: an optimization opportunity.

Vermilion achieves a throughput of at least 2
3 (lower bound):

a significant improvement over existing designs.

■ A simplification of the requirements from network protocol
stack. Vermilion relies only on direct communication
without multi-hop routing and does not need additional
congestion control mechanisms to be deployed.

■ Evaluations of Vermilion in both conventional traffic and
distributed training workload, highlighting the perfor-
mance benefits of Vermilion compared to traffic-oblivious
counterparts in both the scenarios. Our results show that
Vermilion significantly improves flow completion times for
both short flows and long flows.

■ All our artefacts and source code are made available
online at https://github.com/STyGIANet/vermilion.

2 Motivation
In this section, we motivate our work by outlining the
limitations of current periodic reconfigurable networks and the
opportunities presented by adopting a traffic-aware approach
within these systems. Our primary focus in the rest of this
paper is on periodic reconfigurable networks, given the recent
technological advancements showing their practicality and
scalability [3, 16]. In the following, we briefly describe the
network architecture that we consider in this paper.

Network model: Figure 2a illustrates the physical topology. A
set of nodes are interconnected by optical circuit-switches such
that at any time instance the network provides pair-wise direct
connections across the nodes. For generality, we say “nodes”
to refer to either servers, or ToR switches, or Aggregation
switches, or intra-server components such as GPUs, that may
be interconnected by an optical circuit-switched network. The
optical circuit-switches reconfigure according to a schedule in
a synchronized and periodic manner. Specifically, the circuit-
switches reconfigure at fixed-duration intervals (timeslots) and
each reconfiguration takes a specific amount of time (recon-
figuration delay). This aligns with existing periodic circuit-
switching technologies such as RotorNet [4,15,16] (Sirius [3])
with a reconfiguration delay of 7µs (3.84ns). As a result, the
network topology evolves over time as shown in Figure 2b. In
each timeslot, the degree of the topology is limited to the num-
ber of physical links. However, as the topology evolves over
time, it can emulate a variety of topologies with high-degree, as
shown in Figure 2c. For example, the topology can emulate an
all-to-all mesh, a ring, or a permutation topology, depending on
the periodic circuit-switching schedule. So far, in the literature,
periodic reconfigurable networks were only studied in a traffic-
oblivious setup i.e., the switching schedule is independent of
the underlying traffic patterns, emulating an all-to-all mesh
topology [3, 4, 10] or a d-regular topology [7, 8, 11] over time.

https://github.com/STyGIANet/vermilion


We first discuss our formal approach to optimizing the
throughput of reconfigurable networks (§2.1), followed by
the drawbacks of existing traffic-oblivious designs (§2.2), and
later, we make a case for traffic-aware networks (§2.3).

2.1 Throughput of Periodic Networks
Throughput offered by an interconnect is a crucial metric
for assessing the sustainable load a network can handle,
especially under highly concurrent communication patterns.
In order to quantify the throughput, we first formally define the
communication pattern i.e., the traffic matrix (Definition 1).
The traffic matrix specifies the demand in bits per second
between each pair of nodes i.e., the total demand originating
from a source towards a destination. Following prior work [24],
we consider the hose model [25] such that the total demand
originating from (and destined to) each node is less than its
corresponding capacity limits.

Definition 1 (Traffic matrix). Given a set of nodes N , each
with d outgoing and incoming links of capacity c, a traffic
matrix specifies the traffic rate between every pair of nodes
in bits per second defined as M ={mu,v |u∈N ,v∈N }where
mu,v is the demand between the pair u,v. The traffic matrix
is such that the total traffic originating at a source s is less
than its outgoing capacity and the total demand terminating
at a destination t is less than its incoming capacity i.e.,
∑u∈N ms,u≤c·d and ∑u∈N mu,t≤c·d.

For a given communication pattern and the corresponding
traffic matrix (Definition 1), we define throughput as the
maximum scaling factor such that there exists a feasible flow
that can satisfy the scaled demand subject to flow conservation
and capacity constraints. We denote flow by F : P 7→ R+, a
map from the set of all paths P (static or temporal) to the set
of non-negative real numbers. This mapping naturally ensures
that the flow transmitted from a source eventually reaches the
destination along a path p∈P. To obey capacity constraints,
a feasible mapping is such that the sum of all flows traversing
a link do not exceed the link capacity. We are now ready to
define throughput formally.

Definition 2 (Throughput). Given a traffic matrix M and a
reconfigurable network, throughput denoted by θ(M ) is the
highest scaling factor such that there exists a feasible flow
for the scaled traffic matrix θ(M ) · M . Throughput θ∗ is
the highest scaling factor for a worst-case traffic matrix i.e.,
θ∗= min

M ∈M̂
θ(M ), where M̂ is the set of all demand matrices.

Intuitively, throughput for a specific communication
pattern captures the maximum sustainable load by the
underlying topology. Based on Definition 2, similar to prior
works [7, 17, 24, 26], throughput of a topology is the minimum
throughput across the set of all saturated demand matrices i.e.,
if a topology has throughput θ∗, then it can achieve at least
throughput θ∗ for any traffic matrix and at most throughput θ∗

for a worst-case traffic matrix.

Several variants of the throughput problem have been
studied over the last decades, especially in the context of
the maximum concurrent flow problem [27]. However, in
contrast to static networks, the fundamental challenge to study
throughput in the context of reconfigurable networks is that
the topology changes over time and can even be a function
of the traffic matrix in the case of traffic-aware networks.

In the specific case of periodic networks, a recent work
establishes an equivalence between the throughput of any
periodic network and a corresponding emulated topology (as
static graph), allowing the study of throughput in periodic
networks using existing techniques [7]. We present a formal
definition of emulated graph in Appendix B. Essentially, the
emulated graph is a time-collapsed view over an entire period
of the periodic network as shown in Figure 2c.

For example, in RotorNet, the length of the period is Γ= n
d

timeslots. If a link appears once between every pair of nodes
over a period, then the emulated graph has one link between
every pair of nodes (complete graph), where each link has a
capacity of c · 1

Γ
= c · d

n . As we will discuss later, emulating a
complete graph results in a drop in throughput by a factor 2
under any permutation (e.g., ring) communication patterns.
Intuitively, in order to maximize throughput, the emulated
graph must provide high bandwidth between specific pairs
of nodes with high-demand i.e., by emulating a topology that
closely matches the underlying communication pattern.

■ Takeaway. Optimizing periodic networks entails finding
the best static graph that can be emulated over a period,
that provides the highest throughput for an (any) underlying
communication pattern.

2.2 Drawbacks of ORNs
Oblivious periodic circuit-switching has an obvious advantage
of simplicity without any control plane involvement for
optimizing the topology. However, this leads to certain
drawbacks that we elaborate in the following.

Factor of 2 reduction in throughput: Recent works have
established a tight bound of 1

2 on the throughput of periodic
networks [7, 11, 17]. We emphasize that this reduction
in throughput is not solely attributed to the use of valiant
load-balancing; rather, the network fundamentally cannot
sustain beyond 50% load, even with an ideal routing scheme,
under a worst-case communication pattern such as a ring.
Specifically, in ring communication, only specific node pairs
exchange data, but emulating a complete graph only offers a
capacity of c· dn (as discussed above), falling short of the ideal
bandwidth provisioning of c·d (leveraging all available links)
for these pairs. Even an optimal routing scheme is thus forced
to route traffic over 2-hop paths, in order to fully utilize the
network capacity, leading to a throughput of 1

2 .

Multi-hop routing: The use of indirect paths is a necessity to
improve utilization in oblivious periodic networks. However,
since the network is evolving over time, this implies that
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Figure 3: Interpreting the traffic matrix (Figure 3a) as a target emulated graph (Figure 3b) allows deriving a periodic schedule
(Figure 3c) that can achieve full throughput for traffic-aware periodic networks, even with single-hop routing. In contrast, the
schedule for an oblivious periodic network often does not match the underlying traffic matrix, necessitating multi-hop routing
and resulting in reduced throughput.

intermediate nodes need to buffer (hold) traffic until the
next link along the path becomes available. This results in
additional latency and buffer requirements. In addition, the use
of multi-hop routing requires the use of in-network congestion
control mechanisms to prevent packet loss due to buffer
overflows [8]. This further complicates the network stack and
can lead to performance degradation under high load. In fact,
recent works even suggest sacrificing throughput further in
order to satisfy buffer constraints [7].

Packet reordering: Not only do existing oblivious networks
require multi-hop routing, but they also require multi-path
transmission in order to fully utilize the network. This results
in packets arriving out-of-order at the destination, necessitat-
ing additional support such as reorder buffers [16]. This can be
particularly challenging in the context of RDMA since RoCE
implementations typically react to packet reordering at the
receiver with NACK that triggers retransmissions immediately
at the sender.

■ Takeaway. While oblivious periodic networks simplify
switching schedule selection, they rely on complex protocols
such as multi-hop routing, multi-path transmission, and
reorder buffers, which can significantly reduce the maximum
achievable throughput.

2.3 A Case for Traffic-Aware Networks
In contrast to oblivious reconfigurable networks, traffic-aware
networks can potentially achieve higher throughput by
optimizing the network topology for the underlying communi-
cation pattern. traffic-aware networks have been studied in the
literature [5,6,12] and have been empirically shown to achieve
better performance compared to oblivious networks. In fact,
traffic-aware networks can satisfy any demand within the hose
model, if the reconfiguration delay is hypothetically near-zero

or negligible. This result has been intuitively known in the liter-
ature [12, 28], which relies on Birkhoff-von-Neumann (BvN)
matrix decomposition technique [18]. For completeness, we
formally state it here with a proof in Appendix B.

Theorem 1 (Ideal throughput of traffic-aware network).
The throughput of an ideal traffic-aware reconfigurable
network is 1 i.e., full-throughput for any traffic matrix if the
reconfiguration delay is negligible.

The core intuition behind BvN-based traffic-aware network
design is to allocate bandwidth between node-pairs as a convex
combination (over time) of permutations derived from BvN ma-
trix decomposition. However, this approach suffers from two
key limitations: (i), the durations between reconfigurations in
the switching schedule are variable, and (ii), the time between
reconfigurations can be shorter than the reconfiguration delay,
leading to a significant drop in throughput. Consequently,
BvN-based designs are incompatible with current technologies
that rely on fixed-duration periodic reconfigurations.

Interestingly, it is possible to design periodic reconfigurable
networks that achieve full throughput for specific types of
communication patterns. For instance, consider a ring traffic
matrix. Even with fixed-duration periodic reconfigurations,
a simple switching schedule with a period of one timeslot —
where the direct links between communicating nodes in the
ring are maintained — can achieve full throughput. In contrast,
oblivious periodic networks can only achieve a throughput
of 1

2 for the same communication pattern. Similarly, if the
traffic matrix consists of integer multiples of link capacity,
it is straightforward to design a switching schedule that
achieves almost full throughput. Simply establishing direct
links between communicating nodes is sufficient to achieve
full throughput for such traffic matrices.



Our key insight is that when the periodic schedule is
constrained to Γ timeslots, any traffic matrix M with non-zero
demand represented as an integer multiple of c

Γ
can be

satisfied with full throughput. For such communication
patterns, a feasible periodic schedule with fixed-duration
reconfigurations always exists and achieves full throughput.
We formally prove this result in Appendix B. Intuitively, the
traffic matrix can be visualized as an edge-weighted graph,
where the weights represent the demand between node pairs.
This graph corresponds to the target emulated topology for
the periodic schedule, with weights now representing link
capacities. A periodic schedule can then be derived to allocate
bandwidth between source-destination pairs according to the
traffic matrix, ensuring full throughput.

Theorem 2 (Throughput under integer traffic matrices). There
exists a periodic reconfigurable network with a period of Γ

timeslots with ∆r fraction of time spent in reconfiguration,
that can achieve nearly full throughput of 1−∆r using only
single-hop routing for traffic matrices where any non-zero
demand is an integer multiple of c · 1

Γ
, where c is the link

capacity in the physical topology.

Figure 3 illustrates a traffic matrix for which a traffic-aware
periodic schedule can be trivially derived. The traffic matrix
consists of integer multiples of 1

4 , and the corresponding
switching schedule, with a length of 4 timeslots, is depicted in
Figure 3. This schedule enables the network to fully satisfy the
traffic matrix within each period, achieving full throughput.
In contrast, the schedule of an oblivious network contains
only 3 timeslots, omitting the additional 4th timeslot used in
the traffic-aware schedule. The oblivious schedule distributes
uniform bandwidth across all node-pairs but mismatches the
underlying traffic matrix, as demonstrated in Figure 3. Notably,
the inclusion of just a few extra timeslots in a traffic-aware
manner can significantly enhance the network’s throughput.

Single-hop routing: Notice that the traffic-aware schedule
in Figure 3 achieves high throughput even with single-hop
routing. This is because the emulated topology provides
capacity between each node pair that precisely matches the
traffic matrix specifications. Generally, any schedule derived
from Theorem 2 maintains this single-hop routing advantage,
simplifying the protocol stack by eliminating the need for
multi-hop routing, congestion control, and packet reordering.

However, a caveat is that increasing the period Γ can lead to
an excessively long periodic schedule to achieve full through-
put for any traffic matrix, as indicated by Theorem 2. This can
result in unacceptable delays. Theorem 2 suggests potential
throughput gains by deriving periodic schedules tailored to the
underlying communication patterns. The challenge remains in
deriving short schedules while still achieving high throughput.

■ Takeaway. Specific communication patterns showcase the
substantial throughput gains that traffic-aware periodic net-
works can achieve over oblivious designs. The main challenge

— and opportunity — lies in deriving compact schedules that
can achieve high throughput for any communication pattern.

3 Traffic-Aware Periodic Network
Based on our observations in §2, we seek to design a simple
traffic-aware periodic network, within the practical capabilities
of existing optical circuit-switching technologies [3, 15, 16]
and the end-host networking stack. Our goal is to achieve high
throughput for any traffic matrix using only single-hop routing
i.e., direct communication. We first present our network design
(§3.1), followed by the throughput guarantees of our design
(§3.2) and its practicality (§3.3).

3.1 Vermilion
We present Vermilion, a first traffic-aware periodic network
design that can probably achieve high throughput compared to
existing oblivious designs. We walk through each component
of Vermilion in the following.

Physical topology: Our network model remains the same
as described in §2, with a set of nodes interconnected by
optical circuit-switches in a hierarchical CLOS topology. The
circuit-switches are synchronized in time and reconfigure at
fixed-duration intervals, forming a dynamic node-to-node
topology that evolves over time. Each node in the topology
has d̂ physical links that connect to the optical interconnect,
hence at any time instance, each node can connect to at most
d̂ other nodes. The physical links have a capacity of c.

Parameters: Vermilion has one parameter k, that controls the de-
gree of the target emulated topology. A higher k leads to higher
throughput but also increases the schedule length. The result-
ing schedule can achieve at least k−1

k throughput for a given
traffic matrix M . For example, even with k=3, Vermilion can
achieve a throughput of 2

3 , breaking the throughput bounds of
oblivious periodic networks. We discuss the choice of k in §3.2.

Periodic schedule: The key innovation in Vermilion is its
traffic-aware periodic schedule. Algorithm 1 outlines the steps
to derive the periodic schedule. Figure 4 shows an example
workflow of Vermilion for k = 3. Given a traffic matrix M ,
we first generate an emulated topology that can achieve high
throughput for the given traffic matrix. Our emulated topology
is always regular and allows us to then decompose it into a peri-
odic schedule. We construct the emulated topology as follows:

■ Matrix rounding: We first normalize the traffic matrix
such that the maximum sum of any row and column
is at most 1. We then upscale the traffic matrix by
(k−1)·n, where k is a parameter to Vermilion and n is the
number of nodes. We round entries of the scaled matrix
such that the sum of each row and column remains the
same, a technique known as matrix rounding [21]. We
use a network-flow-based formulation to solve matrix
rounding, which we observed to perform empirically
better in our evaluations. Alternatively, applying the floor



Algorithm 1: Vermilion
Input : Traffic matrix M , number of nodes n,

degree d̂, link capacity c, parameter k
1 procedure GENERATESCHEDULE(M ):
2 G= emulatedTopology(M )
3 ▷ Sequence of matchings for the periodic schedule
4 for i=1 to k·n do
5 remove one perfect matching Mi in G
6 add Mi to schedule
7 end for
8 return M
9 procedure EMULATEDTOPOLOGY(M ):

10 ▷ Initialize a multigraph
11 G=(V,E), V ={1,...,n}, E :V×V→N
12 Normalize the traffic matrix M
13 M ←(k−1)·n·M
14 R = Round(M ) ▷ Matrix rounding
15 for each node pair (u,v) do
16 ▷ Allocate bandwidth for bulk demand
17 E((u,v))←R (u,v) ▷ # Edges between u,v
18 ▷ Allocate bandwidth for residual demand
19 E((u,v))←E((u,v))+1
20 end for
21 ▷ Ensure that the final graph is regular
22 xin←k·n−xin ▷ Remaining in-degree
23 xout←k·n−xout ▷ Remaining out-degree
24 G′=(V,E ′)= ConfigurationModel(xin,xout )
25 E←E⊎E ′

26 return G

function independently to each entry suffices for all our
theoretical guarantees: row and column sums cannot
increase, and each residual entry is less than 1. Flooring
also ensures that the rounded matrix represents only
existing demand, avoiding capacity allocation to artificial
demand introduced by rounding upward.

■ Traffic-aware multigraph: Based on the rounded
matrix, we construct a multigraph by adding edges
between each node pair based on the rounded matrix.
For instance if the rounded matrix specifies 2 between
s-t node pair, then we add 2 edges between s and t.
This ensures that majority of the traffic matrix is served
efficiently in a traffic-aware manner.

■ Traffic-oblivious residual graph: Matrix rounding
may not exactly match the original traffic matrix and can
leave some residual demand. To address this, we ensure
that any residual demand can be routed by adding one
additional edge between each node pair in the multigraph.
This step guarantees any-to-any connectivity and is
traffic-oblivious, meaning it is independent of the specific
traffic matrix.

■ Augmenting the regularity of the graph: At this point,
say each node has in-degree xin

i and out-degree xout
i , we

then take the degree sequences ⟨k ·n−xin
1 ,...,k ·n−xin

n ⟩
and ⟨k·n−xout

1 ,...,k·n−xout
n ⟩, and add additional links to

our graph based on configuration model using the above
degree sequence.

The resulting graph is our target emulated topology. The
above construction always leads to a multigraph with degree
k · n, a directed regular graph, that can be decomposed into
k · n number of perfect matchings. These perfect matchings
are then executed in round-robin periodically, using optical
circuit switching.
Routing: Vermilion relies solely on single-hop routing,
as the topology provides sufficient direct links between
communicating nodes over time, ensuring high throughput
even with direct communication.
Congestion control: Vermilion does not explicitly require
any congestion control algorithm in the network. If the
network is all-optical i.e., when servers connect directly
to circuit switches, then Vermilion does not require even
end-host congestion control (except for reliability) since every
packet is transmitted directly to the destination. The direct
communication paths ensure that the network is not congested.
Flow scheduling: Given that packets reach destinations
directly, flow scheduling dominates in determining per-flow
performance. We consider that the packets of all active
flows at the end-host are scheduled in a round-robin manner
and all transmissions are paused during the synchronized
reconfiguration events, similar to prior work [16]. Scheduling
algorithms such as shortest remaining processing time (SRPT)
based on remaining flow size could potentially improve flow
completion times. We leave the design of tailored scheduling
algorithms for future work.

3.2 Throughput Guarantees of Vermilion
Vermilion offers attractive theoretical guarantees on throughput
and consequently completion time for a given traffic matrix.
We discuss the key properties of Vermilion in the following.

Theorem 3 (Throughput lower bound). Vermilion achieves a
throughput of at least k−1

k ·(1−∆r) using single-hop routing for
any given traffic matrix within the hose model, where ∆r is the
fraction of time spent in reconfiguration and k is a parameter
to Vermilion.

Proof. We assume, without loss of generality, that the capacity
of each physical link is 1 and the degree of the physical
topology is d̂. A traffic matrix M in the hose model has the
property that the sum of every row and column is at most d̂. Let
the period (number of timeslots) of the periodic schedule be
k· n

d̂
, i.e., k times the period of an oblivious periodic schedule.

The emulated multigraph G has a degree of k · n, and each
link has capacity 1

k· n
d̂
= d̂

k·n . We now upscale both the traffic
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Figure 4: An example workflow of Vermilion with (4a) DLRM data parallel traffic matrix. An oblivious periodic network (4b)
provides uniform capacity between all node pairs irrespective of the traffic matrix. Vermilion (4c) provides capacity between node
pairs based on the underlying traffic matrix. Vermilion first (4d) normalizes the given traffic matrix, upscales it by (k−1)·n (4e),
rounds it (4f), augments it with a complete graph (4g) for any-to-any connectivity, and finally augments it with additional links
to ensure regularity (4h). The resulting matrix (a multigraph) is the target emulated topology (4c), which is then decomposed
into a sequence of matchings for the periodic schedule.

matrix M and each link capacity of the emulated multigraph
by k·n

d̂
. Thus, it is equivalent to find the throughput of the

emulated multigraph G with degree k·n and each link having
capacity 1, under the scaled traffic matrix M ′= k·n

d̂
·M , where

the sum of each row and column is at most k · n. We seek
to find the edge multiset of the emulated multigraph G that
maximizes throughput. In order to show that Vermilion achieves
a throughput of at least k−1

k , it suffices to show that Vermilion
can satisfy k−1

k ·M
′ within the capacity constraints. According

to Vermilion, edges are added based on matrix rounding using
(k−1)·n

d̂
M = k−1

k ·M
′. These edges satisfy all the demand in

the traffic matrix k−1
k ·M

′ except for entries that were rounded
down during the rounding process. This is because, the sum
of every row and column in the traffic matrix (and the rounded
matrix) is at most (k−1) ·n, entries are either rounder up or
down, and links are added only to non-zero entries. The round-
ing process utilizes at most (k−1)·n incoming and outgoing
links from each node. We are left with at least n incoming
and outgoing links for each node. The residual demand is then
served by adding additional edges between each node pair.
The residual demand between any node pair is strictly less
than 1 (due to rounding), and a single additional link between
the pair can fully satisfy the residual demand. Finally, each
link loses (1−∆r) fraction of capacity due to reconfigurations
and hence the overall throughput is k−1

k ·(1−∆r).

Theorem 3 suggests that a throughput of k−1
k is achievable

for any given traffic matrix, with k acting as a control parameter

for throughput. Essentially, k represents the factor by which
the schedule of Vermilion is elongated compared to an oblivious
schedule that provides periodic any-to-any connectivity. For
instance, with k = 3, Vermilion guarantees a throughput of 2

3 ,
and this can be further increased by increasing k, resulting in
higher throughput. However, this comes at the cost of longer
schedules and increased delay. The schedule contains k·n/d̂
timeslots, so even with k=1 its length scales with the number
of nodes n divided by the physical degree d̂. Longer cycles can
also make the underlying demand estimate less representative
of current traffic. As a result, the throughput guarantee can
only be achieved over extended periods of time, making higher
k values potentially unsuitable for workloads with stringent
latency requirements. In our evaluations, we use k = 3 by
default, as it strikes a good balance between throughput and
schedule length. Adapting k to workload characteristics to
balance throughput, cycle length, and estimate freshness is
an interesting direction for future work.

3.3 Practicality of Vermilion
We discuss the practicality of Vermilion in the context of
modern datacenter infrastructure and optical circuit-switching
technologies. A detailed discussion appears in Appendix A.
Hardware requirements: Vermilion requires programmable
rotor switches, time-slotted host schedulers, and a controller to
coordinate schedule updates. The original RotorNet switch can-
not directly support arbitrary schedule updates because its se-
quence of configurations is determined by physical rotation. A
programmable optical fabric built from electrically controlled



2×2 switching elements, e.g., electro-optic or thermo-optic
elements [29], can instead execute a stored sequence of match-
ings. An FPGA or dedicated control circuit can repeatedly drive
these elements through the required configurations; replacing
the stored sequence changes the periodic schedule without
modifying the optical hardware. The choice of switching
elements determines the achievable reconfiguration delay (Ap-
pendix A, Q6). Vermilion requires replacing cyclic schedules as
demand estimates change, without per-packet or per-flow opti-
cal reconfiguration. Hosts must transmit only during slots with
the corresponding optical direct connectivity. The operational
128-port RotorNet implementation demonstrates such schedul-
ing using the open-source Corundum FPGA NIC [16, 20];
Vermilion additionally requires updating the host schedule when
the optical schedule changes. Programmable/calendar-based
scheduling on conventional NICs is a possible direction for
future work. Time synchronization [30], guard times around
reconfigurations, and coordination of packet transmission
with optical connectivity remain necessary, as in RotorNet;
Vermilion changes which periodic schedule is executed.

Scalability: Periodic circuit-switched networks in general ex-
hibit excellent scalability properties [3, 4, 8, 15]. The required
switch size is arguably the most important scalability concern
in these networks. A simple leaf-spine topology may quickly
become limited in terms of the required switch size. Vermilion
can scale to large topologies with thousands of nodes intercon-
nected by circuit switches arranged in a non-oversubscribed
k-ary fattree topology [31]. Fattree allows any permutation
to be executed. For example, even a greedy algorithm can
find edge-disjoint paths corresponding to a required match-
ing. These edge-disjoint paths then reveal the required circuits
at each switch in the network, consequently, the sequence of
matchings for each switch can be obtained. Further, Vermilion is
much more scalable than oblivious periodic networks in terms
of protocol stack as it only requires single-hop routing and does
not rely on complex in-network congestion control algorithms.

Complexity: Deriving a schedule based on Vermilion is solv-
able in polynomial time. Specifically, matrix rounding is poly-
nomial time solvable [21], and all other transformations have a
complexity of O(n2), which is inherent to any traffic-aware ap-
proach due to the need to traverse the traffic matrix at least once.
We present the absolute times required to compute Vermilion’s
schedule in Appendix A. In contrast, approaches that rely
on Birkhoff decomposition not only produce schedules with
variable reconfiguration durations but also face the challenge
that finding a schedule of minimum length using Birkhoff
decomposition is known to be NP-hard [32]. We further dis-
cuss the challenges of deriving fixed-duration schedules using
Birkhoff decomposition and time quantization in Appendix A.

Updating the schedule: Vermilion being a traffic-aware
design, it requires that the switches and host schedulers
can be updated with a new periodic schedule when the
communication patterns change. A controller must distribute

the schedule and coordinate its activation at the end of a
common round-robin phase. An FPGA-based controller
could communicate with hosts via PCIe or Ethernet and drive
the optical elements through electrical control signals [33].
Efficiently updating the circuit-switching schedule is an active
area of research, particularly for fast-reconfigurable periodic
circuit switches operating on microsecond (µs) or nanosecond
(ns) timescales [16, 33, 34]. We present a detailed discussion
on the various choices for switching fabrics in Appendix A.
Commercially available optical switches that can reconfigure
at millisecond scale already allow for updating the switch with
arbitrary matchings via control plane [35].

Traffic matrix estimation: Modern datacenters are capable
of accurately estimating the traffic matrix at scale [2]. Further,
more recent distributed training workloads in GPU clusters
have a predictable traffic matrix that is also periodic in na-
ture [36–38]. All-to-all communication in Mixture-of-expert
workloads is predictable before the dispatch phases [23]. In
Appendix A, we describe our approach for estimating the
traffic matrix in a fully distributed manner when the workload
is unpredictable, leveraging the oblivious phase of Vermilion’s
schedule to perform an allGather operation to estimate the
traffic matrix.

Overall, we believe Vermilion does not fundamentally
require novel hardware components, and is well within
the practical capabilities of existing technologies. Vermilion
builds on demonstrated optical switching and FPGA-based
scheduling mechanisms, with programmability of the periodic
optical and host schedules as its main additional requirement.
An end-to-end integrated hardware implementation remains
to be demonstrated. We discuss the limitations of our current
design and potential future directions in Appendix D.

4 Evaluation
We evaluate the performance of Vermilion in terms of flow
completion times and link utilization using real-world
datacenter workloads (§4.1), in terms of all-to-all completion
times using Mixture-of-expert workloads (§4.2), and in terms
of throughput with commonly observed demand patterns
in datacenters (§4.3). We compare Vermilion with existing
periodic network designs, namely, RotorNet [15], Opera [10],
Sirius [3], and traffic-aware greedy matching, MixNet [23],
and BvN [18] schedules. Due to space constraints, we present
our additional results in Appendix E

4.1 Flow Completion Times & Link Utilization
Our evaluation in this section is based on packet-level
simulations using htsim [39].

Topology: We consider a datacenter consisting of 512 servers
arranged across 64 top-of-rack (ToR) switches. These ToR
switches are interconnected by a layer of 8 optical circuit
switches, with all link capacities set to 100Gbps. For all
systems compared, including Vermilion, the circuit switches



10ns
100ns

500ns1 s
10 s

100 s
1ms

10ms

Reconfiguration delay

800Gbps

1.6Tbps

2.4Tbps

3.2Tbps

4.8Tbps

6.4Tbps

8Tbps

9.6Tbps

Ba
nd

wi
dt

h

2.1 2.1 2.1 2.0 2.0 4.8 23.2 25.3

2.0 2.1 2.1 2.0 2.1 8.7 29.6 25.7

1.8 1.9 1.9 1.9 2.1 12.2 32.7 28.1

1.6 1.8 1.7 1.7 2.3 15.4 36.8 28.3

1.3 1.4 1.4 1.4 3.6 20.6 39.2 30.8

1.7 1.8 1.8 1.8 4.4 23.1 40.0 30.9

1.9 2.1 2.0 2.0 4.9 23.4 37.6 28.6

0.1 0.1 0.6 1.1 9.8 41.2 60.6 49.0

0.1x

1x

10x

Sp
ee

du
p

(a) VLB

10ns
100ns

500ns1 s
10 s

100 s
1ms

10ms

Reconfiguration delay

800Gbps

1.6Tbps

2.4Tbps

3.2Tbps

4.8Tbps

6.4Tbps

8Tbps

9.6Tbps

Ba
nd

wi
dt

h

1.2 1.2 1.2 1.2 1.2 1.0 0.5 0.2

2.4 2.4 2.4 2.4 2.3 1.9 0.7 0.2

3.7 3.7 3.7 3.7 3.6 2.6 0.8 0.2

5.1 5.1 5.1 5.1 4.8 3.3 0.9 0.2

8.3 8.3 8.3 8.3 7.7 4.5 0.9 0.2

10.5 10.5 10.4 10.4 9.4 5.0 0.9 0.2

11.9 11.9 11.8 11.8 10.5 5.1 0.9 0.2

24.5 24.5 24.3 24.1 20.8 8.8 1.4 0.3
0.1x

1x

10x

Sp
ee

du
p

(b) MixNet

10ns
100ns

500ns1 s
10 s

100 s
1ms

10ms

Reconfiguration delay

800Gbps

1.6Tbps

2.4Tbps

3.2Tbps

4.8Tbps

6.4Tbps

8Tbps

9.6Tbps

Ba
nd

wi
dt

h

0.8 0.8 0.8 0.8 0.9 1.4 3.6 5.3

0.8 0.8 0.8 0.8 0.9 1.9 4.4 5.5

0.7 0.7 0.8 0.8 0.9 2.0 4.0 4.7

0.8 0.8 0.8 0.8 1.0 2.3 4.5 5.1

0.8 0.8 0.9 0.9 1.2 2.9 4.7 5.1

0.8 0.8 0.8 0.8 1.2 3.1 4.8 5.1

0.7 0.7 0.7 0.8 1.2 3.1 4.5 4.8

1.2 1.2 1.3 1.3 2.2 5.3 7.2 7.5
0.1x

1x

10x

Sp
ee

du
p

(c) BvN

Figure 5: All-to-All completion time speedup ( Alg
Vermilion ) for Deepseek MoE workload across different reconfiguration delays

and optical fabric link bandwidths.
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Figure 6: [Websearch workload] Opera uses k-shortest paths
for short flows, leading to longer path lengths and loss in link
utilization, whereas Vermilion uses exclusively direct paths and
achieves higher link utilization compared to other designs.

have a reconfiguration delay of 0.5µs, which is the best-case
switching time for the latest version of RotorNet [16].

Comparisons & configurations: We set k= 3 for Vermilion,
and compare it with RotorNet [4], Opera [10] and Sirius [3],
representing traffic-oblivious approaches. We also compare
Vermilion with a traffic-aware approach that adapts its
switching using maximum weight matching based on the
underlying traffic matrix, similar to Negotiator [40]. We
refer to this baseline as Greedy Matching. For all systems,
we set the slot time to 9× the reconfiguration delay. Opera,
on the other hand, internally determines its slot time based
on the propagation delay [10]. We use the recommended
configurations of these systems as provided in their respective
papers. Specifically, RotorNet uses RotorLB load-balancing
algorithm for managing congestion between the ToRs; Opera
uses k-shortest paths for short flows within the same timeslot to
reduce FCTs; Sirius uses valiant load balancing (VLB) [3, 41];
and Vermilion uses single-hop routing without any further

congestion control mechanisms. All systems use NDP [42]
as the transport protocol. In the case of Vermilion, we turn off
all actions of NDP and set a constant congestion window size.

Workload: We launch the websearch [43] workload, a
widely-used datacenter benchmark from prior work. We
simulate a pair-wise communication pattern between racks
and vary the load between 5% and 60% of the server link
capacity. Flows arrive according to a poisson process such that
an average load is achieved on each server’s outgoing link. We
construct a periodic schedule for Vermilion based on the average
load1, while the other systems use an oblivious schedule
(emulating an all-to-all mesh topology) [3, 4, 10] for all loads.
Greedy Matching baseline determines its topology based on
the maximum weight matching of the underlying traffic matrix.
We report the 99-percentile flow completion times (FCTs) and
the average link utilization across server downlinks.

Vermilion significantly improves short flow FCTs: Fig-
ure 12 shows the flow completion times for the websearch
workload. Vermilion significantly improves the 99-percentile
FCTs compared to existing designs, even at low loads.
Figure 12a, at 5% load, shows that Vermilion improves the
99-percentile FCTs by 99.28% compared to RotorNet, by
51.38% compared to Opera, by 98.2% compared to VLB, and
by 95.5% compared to Greedy Matching. This is because
Vermilion provides direct communication links between
communicating pairs, reducing the FCTs for short flows. As
the load increases, Vermilion improves the FCTs for short
flows on average by 99.54% compared to RotorNet, by 61.5%
compared to Opera, by 90.96% compared to VLB, and by
81.57% compared to Greedy Matching.

Vermilion does not compromise long flow FCTs: While
Vermilion significantly reduces short flow FCTs, it also im-
proves the FCTs for long flows. Figure 12 shows that Vermilion
outperforms alternative approaches in terms of long flow FCTs.

1The instantaneous traffic matrix is in fact variable but we optimize based
on the average load.
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Figure 8: Vermilion’s throughput follows its theoretical lower
bound with increasing k and converges to the bound as the
network size increases.

This is primarily due to Vermilion’s traffic-aware schedule,
which provides direct links between communicating pairs.
Across various loads (Figure 12), Vermilion achieves com-
parable FCTs to other systems. Vermilion’s high-throughput
capability is especially beneficial for long flows, as they
are bandwidth-intensive and require a robust interconnect
to maintain low FCTs, while not penalizing short flows. In
contrast, RotorNet achieves better FCTs for long flows, but
at the cost of significantly higher FCTs for short flows.

Vermilion improves average link utilization: We sample the
link utilization of each server at 10µs intervals and report the
average link utilization across all downlinks in the network.
Figure 6 highlights significant improvements in link utilization
with Vermilion. Up to 10% load, Vermilion achieves similar
link utilization to RotorNet and Opera. However, as the

load increases, Opera’s utilization saturates at ≈ 23%. At
60% load, Vermilion improves average link utilization by
1.25× compared to RotorNet, 2.13× compared to Opera,
1.31× compared to VLB, and by 1.05× compared to Greedy
Matching. Figure 6b presents the CDF of the number of
hops taken by Opera in the ToR-to-ToR optical interconnect.
Opera employs k-shortest paths to opportunistically reduce
FCTs for short flows, but this results in longer paths, lower
throughput, and consequently, reduced link utilization. In
contrast, Vermilion provides direct single-hop communication
between ToR pairs, significantly enhancing link utilization.

4.2 MoE All-to-All Completion Times
Our evaluation in this section is based on packet-level
simulations using htsim and Flexflow [23].

Topology: Following prior work [23], we consider a cluster of
128 servers with 1024 GPUs interconnected via an NVSwitch
fabric, providing an aggregate intra-server bandwidth of
900 GBps. Each server is also equipped with 8 NICs, each op-
erating at a capacity of c. The NICs are split across two fabrics:
4 NICs are connected to an electrical packet-switched network
organized as a fat-tree where each link is 400Gbps, while the
remaining 4 NICs are connected to an optical circuit-switched
fabric with link capacity c that we vary in the range 800 to
9.6Tbps. The OCS fabric is used to dynamically interconnect
GPUs within an expert-parallel group, with a maximum group
size of 64 GPUs. This scale is well within the capabilities of
commodity optical circuit switches. The OCS incurs a recon-
figuration delay of ∆r that we vary in the range 10ns to 10ms.

Comparisons & configurations: We compare Vermilion with
oblivious periodic switching using VLB (similar to Sirius [3],
RotorNet [4], Shale [8]), Birkhoff decomposition-based
schedules, and Mixnet [23]. All systems use the topology
described above, and each algorithm modifies the optical
switching during MoE dispatch and combine phases involving



all-to-all communication. We set k=3 for Vermilion. Similar to
MixNet [23], Vermilion and BvN compute switching schedules
before the dispatch and combine phases begin in MoE layers.

Workload: We evaluate four MoE models: DeepSeek, Qwen-
MoE, Mixtral-8×22B, and Mixtral-8×7B. We use FlexFlow
to generate the MoE execution task graph, which is then used
to drive a packet-level network simulation implemented in
htsim. We extend the simulator to support Vermilion, as well as
baseline schemes including oblivious periodic switching with
Valiant load balancing and Birkhoff–von Neumann (BvN)
schedules. We report the speedup in completion time of the
all-to-all communication phases corresponding to the MoE
dispatch and combine operations.

As optical bandwidth increases, Vermilion achieves higher
speedups: Figure 5 shows the average all-to-all completion
times for Deepseek MoE. For a fixed reconfiguration
delay, Vermilion achieves higher speedups as the optical link
bandwidth increases. For example, at a 1 µs reconfiguration
delay, Vermilion achieves a 1.2× speedup over MixNet at
800 Gbps, which increases to 24× at 9.6 Tbps. This trend
arises because higher optical bandwidth reduces the number of
periods required to complete the all-to-all, allowing Vermilion
to better leverage its high-throughput capability. Figure 5a
shows that Vermilion consistently outperforms VLB, with the
gap widening as optical bandwidth increases. Notably, the
additional queuing at intermediate hops further impacts the
completion times for VLB. However, at low reconfiguration
delays (between 10 ns and 500 ns), VLB outperforms Vermilion,
since the reconfiguration interval is small enough to effectively
schedule traffic at a per-packet granularity. Finally, Figure 5c
shows that Vermilion remains close to the optimal throughput
achieved by BvN, at low reconfiguration delays. As both the
optical bandwidth and the reconfiguration delay increase,
Vermilion benefits from requiring fewer reconfigurations,
translating into higher effective throughput and, in turn, higher
speedups even compared to BvN.

Vermilion sustains high speedups even under long reconfigu-
ration delays: As expected, Vermilion’s performance degrades
as the reconfiguration delay increases. When the reconfigu-
ration delay dominates the transmission time of the demand,
a static one-shot configuration becomes preferable. Figure 5
illustrates the tipping point up to which Vermilion continues to
provide performance benefits over competing approaches. For
example as shown in 5b, at 800 Gbps, Vermilion outperforms
MixNet up to a reconfiguration delay of 100 µs. At 9.6 Tbps,
this tipping point increases to 1 ms. Beyond these points, the
cost of reconfiguration begins to outweigh the benefits of
dynamic scheduling. Nevertheless, Vermilion significantly out-
performs VLB and BvN at higher reconfiguration delays due to
its ability to achieve high throughput while maintaining short
schedules, in contrast to BvN which incurs longer schedules.

4.3 Throughput

We now evaluate the throughput capabilities of Vermilion in
comparison to existing approaches by directly analyzing
throughput using a linear programming approach, eliminating
protocol-level interference. We use Gurobi [44] to solve the
linear program for throughput maximization.

Topology: We consider a 16 node topology with degree 4
(incoming and outgoing links), interconnected by a layer of
optical circuit switches. We set the link capacity to 25Gbps
and the reconfiguration delay to 0.5µs as before. We present
our results for a larger network with 48 nodes in Appendix E.

Demand matrices: We evaluate across a variety of demand ma-
trices gathered from a 16 node GPU cluster running distributed
training workload of a deep learning recommendation model,
under data-parallelism, hybrid parallelism and permutations
of the data-parallel workload. We further consider synthetic
demand matrices to stress the throughput capabilities of each
system; parametrized by a skew parameter that combines a per-
mutation matrix with an all-to-all uniform matrix. For instance,
skew-0.1 indicates a 10% skew towards a permutation matrix.

Comparisons: We compare Vermilion with an ideal oblivious
periodic network that emulates an all-to-all mesh topology,
using an ideal routing algorithm that maximizes throughput.
We call this system Oblivious (multi-hop). We also compare
Vermilion with oblivious systems restricted to single-hop.
Vermilion explicitly uses single-hop routing and we compare
k=3 and k=6.

Vermilion consistently achieves high throughput: From
Figure 7, we see that Vermilion achieves high throughput across
a wide range of communication patterns. Specifically for
distributed training workloads, we see that Vermilion achieves
6.64% better throughput compared to oblivious periodic
networks using an ideal multi-hop routing. Figure 7 shows the
clear advantage (and the need) for multi-hop routing in the case
of oblivious networks, with significantly lower throughput
under single-hop routing. Vermilion, on the other hand, achieves
high throughput with single-hop routing. Oblivious networks
with an ideal routing scheme, however, outperform Vermilion
when the traffic matrix is close to uniform. This is expected
since with k = 3, Vermilion’s lower bound is 2

3 . As the skew
increase, oblivious network design drops to a throughput
of 1

2 as discussed in §2.2. In contrast, Vermilion maintains a
throughput greater than 2

3 even with skewed demand matrices.

Vermilion’s throughput converges to the lower bound:
Figure 8 confirms our theoretical bounds established in §3.2.
With increasing k, Figure 8a shows that Vermilion’s throughput
closely tracks its lower bound of k−1

k . Further, even with
increasing size of the network, Figure 8b shows that Vermilion’s
throughput gradually converges to the theoretical lower bound
of 2

3 for k=3 and 5
6 for k=6, respectively. This demonstrates

the robustness of Vermilion’s throughput guarantees across
different network sizes and demand matrices.



5 Related Work
Datacenter topologies have been widely studied in the liter-
ature both in the context of traditional packet-switched net-
works [1, 31, 45–51] and emerging reconfigurable optically
circuit-switched networks [3–6, 9, 10, 17, 22, 52–63]. In the de-
sign of topologies, various metrics of interest have been consid-
ered. For instance, uniformly high bandwidth availability [31,
51], expansion [45, 46], fault-tolerance [50], minimizing the
link modifications [64] and even the life cycle management of a
datacenter [48]. In the context of reconfigurable networks, typ-
ically, the goal has been either to minimize the reconfiguration
overhead [3, 4] or to minimize the bandwidth tax [5, 6, 9, 36].

Recent works argue for a new measure i.e., “throughput”,
to understand the maximum load supported by a topol-
ogy [7, 17, 24, 26, 65]. In fact, the max-flow that relates to the
throughput of a topology, can be O(logn) factor lower than the
sparsest cut [26, 66, 67]. Namyar et al. study the throughput
upper bound for static datacenter topologies and show a
separation between Clos (i.e., fat-trees) and expander-based
networks in terms of throughput [24]. In the context of recon-
figurable networks, only recently have the throughput bounds
of traffic-oblivious networks been established [7, 11, 17].

While throughput of a datacenter topology is interesting
from a theory standpoint, a vast majority of the literature
focuses on practically achieving the ideal throughput of a topol-
ogy. For instance, congestion control [43, 68–74], buffer man-
agement [75–80], scheduling [81–83], load-balancing [84–86].
In fact, the underlying protocols can turn out to be the key
enablers (or limiters) of system performance in the data-
center [71]. Only recently, congestion control [87–89] and
routing [90] algorithms tailored for reconfigurable networks
have been considered. Interestingly, if Vermilion is deployed
in an all-optical setting, it does not require any additional
congestion control, buffer management and load-balancing
mechanisms, since it relies solely on direct communication.

More recently, there has been a growing interest in
traffic-aware reconfigurable networks in the context of
distributed training and inference [23, 36, 91–98], particuarly
focusing on resiliency and structured communications driven
by AllReduce/AllGather operations that allow pre-scheduling
circuits based on the fixed communication pattern. In contrast,
Vermilion provides theoretical guarantees on its throughput for
any traffic matrix and demonstrates its performance across
a wide range of workloads and demand matrices.

6 Conclusion
We introduced Vermilion, a simple traffic-aware optical
interconnect that achieves high throughput using only periodic
circuit-switching and direct communication. Through formal
analysis, we established throughput bounds for Vermilion,
marking the first formal separation result that demonstrates
traffic-aware reconfigurable networks’ superiority over
oblivious counterparts in terms of throughput and demand
completion times. We believe that Vermilion offers a practical

solution for datacenter networks with predictable com-
munication patterns. In the future, we plan to explore the
temporal dependencies in communication patterns that arise
in distributed training workloads and investigate how Vermilion
can be further optimized for such scenarios.
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A Frequently Asked Questions

Q1: How is traffic matrix estimated and at what timescale?

A1: Demand matrix can be predicted in advance in certain
workloads e.g., distributed training [23]. However, traffic
matrix estimation is a common challenge in storage and search
workloads. In our current design, each node maintains its own
traffic estimation towards every other node in the network.
During the round-robin phase of Vermilion’s circuit-switching,
nodes participate in an AllGather operation pipelined with
other data transfers during this phase. The AllGather operation
runs as follows:

■ Each node maintains a local array of traffic estimates
(in bits) towards every other node in the network i.e., a
single row of the global traffic matrix.

■ Each node retrieves its local array of outgoing traffic
estimates corresponding to all the destination nodes in
the network and transforms the array in two steps. First, it
performs normalization by multiplying each entry in the
array by k−1

k ·
1

c·∆ , where c is the physical link capacity,
k is the number of phases in a period (a parameter to
Vermilion) and ∆ is the timeslot duration2. Second, it
rounds down the normalized entries. Importantly, the
left over non-zero entries at each node are bounded by
the total number of nodes n in the network. Further, each
entry’s value and the sum of all entries in the array are
bounded by k · n. We allocate 16 bits to represent each
entry, supporting up to 65536 values corresponding to
up to n=21845 number of ToRs in the network.

■ During the round-robin phase, each node sends its array
of traffic estimations to its direct neighbor in every
timeslot — essentially an AllGather operation.

■ At the end of the round-robin phase, every node has an
overview of the global traffic matrix (normalized and
rounded) as shown in Figure 9.
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Figure 9: Nodes exchange their local traffic estimates during
the round-robin phase of Vermilion’s schedule by performing
an AllGather operation. At the end of the round-robin phase,
each node has an overview of the global traffic matrix and
performs the schedule computation in a distributed manner.

The amount of data transmitted by each node during a single
timeslot in the round-robin phase is limited by the number
of nodes n. For example, even with a large-scale network of
n=256 ToRs, the total data transmitted by a node in a single
timeslot amounts to 256×16 bits. With a link capacity of 800
Gbps, this transmission requires only≈41 nanoseconds. En-
couragingly, port bandwidth tends to increase over time, further
reducing the time required to transmit traffic estimates. This
trend suggests that even a conservative estimate of 41 nanosec-
onds for the minimum timeslot duration for circuit-switching
is sufficient for Vermilion to efficiently perform the AllGather
operation and construct the traffic matrix at each node.

Q2: How do nodes estimate their local traffic array?

A2: Each source ToR switch maintains per-destination (ToR)
virtual output queues (VOQs). Each entry in the local traffic
estimate array at each ToR represents the total number of bits
received by the corresponding VOQ. These counters are reset
at the end of each round-robin phase, once the transmission
of traffic estimates is complete.

Looking ahead, we aim to explore the feasibility of servers
reporting local traffic estimates directly to their upstream ToR
switches. Server NICs, particularly in RDMA environments,
provide more accurate traffic estimates. Specifically, NICs can
scan RDMA queue pairs to calculate the total number of bytes
specified by the outstanding WQEs across all active queue
pairs. This practice, widely used in production for congestion
control, telemetry, and buffer management [99], offers an
intriguing advantage. Notably, WQEs do not represent bytes

2c·∆ corresponds to the total amount of bits that each node can transmit in
a single timeslot, which is known in advance and remains constant i.e., based
on the physical link capacity and the timeslot duration of the network.
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Figure 10: The absolute amount of time required for computing
the circuit-switching schedule of Vermilion is within microsec-
ond scale for moderate network sizes e.g., with 32 nodes
(ToRs) and 32 servers per ToR, Vermilion incurs 59µs of com-
putation time on average for a network size of 1024 servers.

waiting for immediate transmission but rather the outstanding
bytes the NIC intends to transmit in the future. This forward-
looking information provides a more accurate traffic estimate
compared to relying solely on VOQs at the ToR switch. We
leave a deeper investigation of this approach for future work.

Q3: What is the absolute time required to compute Vermilion’s
schedule?
A3: Figure 10 shows the time taken to compute Vermilion’s
schedule for a range of network sizes between 2 to 256
ToR switches. We wrote a CUDA program that takes a
doubly stochastic matrix as input and computes the matching
decomposition. We tested the computation time on an NVIDIA
RTX A2000 GPU. More advanced GPUs with higher compute
capabilities can further reduce the computation time.

We observe that the time taken to compute the matching de-
composition is within microsecond scale for moderate network
sizes. In the following, we consider 32 servers per ToR switch.
For instance, Broadcom Tomahawk 5 supports 64 ports of
800Gbps each. With a similar ToR switch radix, 32 servers per
ToR is a reasonable assumption. Figure 10 shows that for 32
ToRs (i.e, 1024 servers) in the network, Vermilion only incurs
59µs on average for computing the switching schedule. As the
network size increases, the time required for computing the
switching schedule increases significantly beyond acceptable
limits. In this regard, we currently target up to 32 ToR network
size if the optical switches are deployed at the spine layer. For
larger network sizes, Vermilion may be best suited for circuit-
switching at the core, i.e., between spine (or aggregation)
and the core switches, similar to Google’s Jupiter [2]. Better
algorithms for matching decomposition, as well as hardware



acceleration, could further reduce the computation time and
extend the network size that Vermilion can support.

Q4: How frequently is the new schedule computed and how
does it impact the freshness of traffic estimates?

A4: Vermilion performs the traffic matrix AllGather operation
in every period during the round-robin phase as described
in (A1). However, the computations for the matching
decomposition are performed asynchronously.

■ Frequency of computations: Given that the computation
happens asynchronously, the frequency of the compu-
tations is dictated by the computation time. As shown
in Figure 10, the computation time is within microsecond
scale for moderate network sizes e.g., 59µs for a network
size of 32 ToR switches. This allows for frequent updates
to the schedule, ensuring that the network adapts to
changing traffic patterns even at microsecond timescales.
Vermilion updates its schedule only after the computation
results are ready and does not block the circuits and
communication. We enforce that such an update only
happens at the end of a round-robin phase, allowing
new computations to account for the most recent traffic
estimates gathered by the previous round-robin phase.

■ Time synchronization and Link recovery: Dynamic
optical circuit-switched networks critically rely on time
synchronization, including a vast majority of the designs
in the literature [3, 4, 8, 10, 16]. In comparison to prior
works, Vermilion additionally requires that any updates
to the circuit-switching schedule happen in a precisely
synchronized manner. This synchronization is crucial
to prevent inconsistencies in the schedule and to avoid
undesirable optical collisions. Accurate time synchro-
nization has been demonstrated experimentally in the
literature [3, 100, 101]. In addition, transmission of pack-
ets to the optical network needs to be time-synchronous,
to ensure data is transmitted when the appropriate optical
channel is setup [20]. Link bring-up (clock/data recovery
CDR) overheads after each reconfiguration of the
network needs to be minimized and relevant approaches
have been reported in the literature [3, 16, 100, 102, 103].
Notably, recent developments of commercial solutions
[104, 105] can be leveraged to address these challenges.
We leave it for future work to explore the synchronization
and CDR mechanisms in more detail.

■ Freshness of traffic estimates: The AllGather operation
collects the traffic estimates during every robin-robin
phase but computations are performed less frequently in
an asynchronous manner. We apply exponential weighted
moving averages for each entry in the local traffic
estimates at each node. This preserves the freshness
of traffic estimates, as well as, takes into account the
historical estimates received between two computations.

Q5: Any variable-duration schedule obtained from BvN
decomposition can be converted to a periodic fixed-duration
schedule by time quantization. Why is Vermilion’s periodic
schedule different?

A5: It is certainly true that any BvN schedule can be converted
to a periodic fixed-duration schedule by time quantization.
However, such an approach has two critical issues in terms of
performance under realistic reconfiguration delays, in contrast
to the ideal performance as indicated by Theorem 1:

■ Schedule length: The length of the schedule obtained
from BvN decomposition can be up to n2−2 matchings,
in comparison to just 3 · n matchings (for k = 3) in
Vermilion. This results in a significantly longer schedule
length for large networks. For instance with n = 32, a
BvN schedule could produce up to 1024 matchings,
whereas, Vermilion consistently uses only a period length
of 96 which scales down proportionately with the number
of physical links (degree) at each ToR switch.

■ Throughput: More critically, time quantization of a BvN
schedule can result in significantly lower throughput due
to the reduced circuit duty cycle. For instance, consider
4 matchings produced by BvN for a traffic matrix M ,
i.e., M =λ1 ·P1+λ2 ·P2+λ3 ·P3+λ4 ·P4. To achieve full
throughput in an ideal scenario with zero reconfiguration
delay (see Theorem 1), it is necessary to spend t1 =

λ1
∑iλ

fraction of time executing the matching P1, t2 = λ2
∑iλ

fraction of time executing the matching P2, and so on.

For clarity, we first define fixed-duration and variable-
duration circuit-switching.

Definition 3 (Fixed-duration circuit-switching). Any
circuit-switching schedule is a sequence of matchings
P = ⟨P1, P2, ... ⟩. A fixed-duration circuit-switching
schedule specifies that every matching is executed for
a fixed duration ∆ for all matchings Pi∈P.

For example, in a 4-node network with nodes labeled
A, B, C, and D, suppose we desire a circuit A→C for a
duration of 2 timeslots and a circuit B→D for a duration
of 3 timeslots. This setup represents a variable-duration
circuit-switching schedule. However, it is possible to
construct a series of matchings with fixed durations:
P1 = ⟨A→C, B→D, D→A,C→B⟩, P2 = ⟨A→C, B→
D, D→A,C→B⟩, P3=⟨A→B, B→D, D→C,C→A⟩.

This schedule provides the desired circuit durations—a
circuit between A → C for 2 timeslots and a circuit
between B→D for 3 timeslots. However, this schedule
is not a variable-duration schedule, as each matching
requires a fixed duration. As long as each matching is
assigned a fixed duration, the schedule is considered a
fixed-duration schedule.



Definition 4 (Variable-duration circuit-switching). Any
circuit-switching schedule is a sequence of matchings
P = ⟨P1, P2, ...⟩. A variable-duration circuit-switching
schedule specifies the execution time ti for each matching
Pi for all matchings Pi∈P. Importantly, the time duration
for each matching is not a fixed value and can differ
across matchings.

Based on Definition 3 and Definition 4, we can formally
articulate the challenge of converting BvN schedules into
fixed-duration schedules. BvN schedules are inherently
variable-duration schedules, as the execution time
ti = λi

∑iλi
for each matching Pi is not guaranteed to be

uniform across all matchings.

Consider the example described above with four
matchings, each requiring durations t1, t2, t3, and t4,
respectively. For simplicity, assume t1 > t2 > t3 > t4. To
convert this schedule into a fixed-duration schedule, we
must select a timeslot duration ∆ such that t1,t2,t3,t4≥∆.
Suppose we choose ∆ = t4. By time quantization, this
would require repeating the first matching P1 for t1

t4
times,

the second matching P2 for t2
t4

times, and so on.

The critical challenge in such quantization is that t1
t4

can
be arbitrarily large, as the schedules generated by BvN de-
composition do not guarantee a minimum value for the co-
efficients λ, which can lead to enormously long schedules.
Unfortunately, there is no straightforward solution in the
literature to quantize BvN schedules without compromis-
ing the schedule length and duty cycle. We view Vermil-
ion’s matrix rounding approach as effectively mimicking
such a quantization process, providing a fixed-duration
schedule while achieving provably high throughput.

Q6: What are the implementation alternatives for fast-
switching fabrics?

A6: There are two primary approaches to achieving fast
optical switching [106]: fast spatial optical switches [29] and
wavelength switching, that can be achieved with the combina-
tion of fast tunable lasers with wavelength selective elements
like arrayed waveguide grating routers (AWGRs) [3].

Tunable lasers combined with AWGRs enable wavelength-
based routing with high speed. Recent advancements in laser
designs [107]—especially disaggregated architectures that
separate wavelength generation from selection—have reduced
tuning latencies to nanosecond levels. In addition, AWGRs are
passive and robust, requiring no mechanical components or
frequent upgrades. Nevertheless, the widespread adoption of
this approach has been hindered by practical implementation
tradeoffs. Cost-effective tunable lasers with fast tuning capa-
bilities are not yet widely available and consume more power
than their fixed-wavelength counterparts. In AWGR-based

systems scalability to large ports counts is limited by the
number of wavelengths available in the system.

Spatial optical switches are predominantly based on either
Mach–Zehnder interferometers (MZI) or Microelectrical
Mechanical Systems (MEMS) on silicon photonic platforms.
Electro-optic MZI-based switches [29, 106] have been
shown to achieve ns scale switching. However, they exhibit
high insertion loss and increased crosstalk that limits their
scalability. Silicon photonic MEMS switches [108] have been
shown to achieve switching in the order of 1-10 microseconds
and can reach high radix, with lower insertion loss and better
crosstalk performance. Therefore, despite their somewhat
slower switching speed and reliance on custom fabrication
process, silicon photonic MEMS switches currently represent
promising candidates for scalable fast optical switching
fabrics. We leave if for future work to explore the hardware
implementation of the switching fabric.

Q7: Is it computationally feasible to derive optimal
traffic-aware periodic schedules for large topologies?

A7: The underlying problem is to construct an optimal emu-
lated topology within a degree constraint. Appendix C presents
the linear program formulation. However, in our initial exper-
iments, the solver (Gurobi [44]) did not terminate after 30 min-
utes even for a 16 node topology. Our approach addresses this
challenge with an novel algorithm that can quickly derive near-
optimal schedules for large topologies and demand matrices.

Q8: Given a degree constraint, what is the best topology that
maximizes throughput for a given traffic matrix?

A8: Answering this question not only allows us to then derive
a periodic schedule that emulates an optimal topology but also
provides insights into more constrained networks with slow
reconfigurations such as those with patch-panels [36]. While
some recent works focus on specific communication patterns
in distributed training under a domain-specific cost model [96],
the throughput-optimization problem largely remains open for
general communication patterns. Our roadmap to solve this
problem builds upon our observations in §2.3. Specifically,
building upon Theorem 2, our main intuition is to serve the bulk
portion of the traffic matrix in a traffic-aware manner using a
subset of the available links within the degree constraints and
tackle the residual demand with a traffic-oblivious topology,
while guaranteeing high throughput. We address this question
for specific degree constraints relevant for periodic networks
but under general demand matrices within the hose model,
providing a first step towards a general solution (see §3.2).

Q9: Is it fundamentally feasible to achieve high throughput
for any traffic matrix using only single-hop routing?

A9: Under constrained length of the schedule (and degree),
answering this question not only requires finding optimal
topology under an “ideal routing” obtained from solving
the concurrent flow problem, we further need to restrict the



paths to direct communication. Our approach is to construct
short periodic schedules that provide bandwidth between
communicating pairs such that the gap between bandwidth
and demand between any pair is bounded by a certain ratio,
ensuring high throughput with single-hop routing (see §3.2).

B Throughput of traffic-aware Networks
Theorem 1 (Ideal throughput of traffic-aware network).
The throughput of an ideal traffic-aware reconfigurable
network is 1 i.e., full-throughput for any traffic matrix if the
reconfiguration delay is negligible.

Proof. Within the hose model set of demand matrices, we
consider saturated demand matrices i.e., the sum of every row
(column) equals the outgoing (incoming) capacity of each
node. If a topology can achieve throughput θ for all saturated
demand matrices, then the topology can achieve throughput θ

for any traffic matrix [24]. Given that saturated demand matri-
ces are doubly stochastic, we first decompose the matrix using
Birkhoff–von Neumann (BvN) decomposition technique [18]
into k permutation matrices, where k can be up to n2. Let M
be any saturated traffic matrix, where the sum of every row and
column is c·u (total capacity of each node). Let the correspond-
ing BvN decomposition be M = λ1 · P1 + λ2 · P2...+ λkPk,
where Pi is a permutation matrix and the coefficients λ are such
that ∑

k
i=1 λ = c · u. Using this decomposition, we configure

the topology such that each permutation Pi is executed using
full node capacity c·u for λi

c·u ·∆ units of time over a period of
one unit of time ∆. Over ∆ amount of time, λi ·Pi portion of the
traffic matrix generates λi ·Pi ·∆ demand in volume. As a result,
during λi

c·u ·∆ amount of time, by executing the corresponding
permutation Pi using full capacity c · u, the topology can
fully satisfy λi · Pi portion of the traffic matrix. As a result,
the topology can fully satisfy the traffic matrix M over each
period of one unit of time ∆ and achieves full throughput.

Theorem 2 (Throughput under integer traffic matrices). There
exists a periodic reconfigurable network with a period of Γ

timeslots with ∆r fraction of time spent in reconfiguration,
that can achieve nearly full throughput of 1−∆r using only
single-hop routing for traffic matrices where any non-zero
demand is an integer multiple of c · 1

Γ
, where c is the link

capacity in the physical topology.

Proof. A traffic matrix M in the hose model has the property
that the sum of every row and column is at most d̂, where d̂ is
the degree (physical links). Further, we have that every entry
in the matrix is an integer multiple of c · 1

Γ
, where c is the

link capacity and Γ is the period of the periodic schedule. We
assume, without loss of generality, that the capacity of each
physical link is 1. The emulated multigraph G has a degree of Γ·
d̂, and each link has capacity 1

Γ
. We now upscale both the traffic

matrix M and each link capacity of the emulated multigraph by
Γ. Thus, it is equivalent to find the throughput of the emulated
multigraph G with degree Γ·d̂ and each link having capacity

1, under the scaled traffic matrix M ′=Γ·M , where the sum
of each row and column is at most Γ · d̂. Since every entry in
the matrix M is an integer multiple of 1

Γ
, the scaled traffic

matrix M ′ is an integer matrix with sum of every row and
column at most Γ · d̂. Further, we have a degree of Γ · d̂ with
link capacity of 1. It is now straight-forward that constructing
a graph by adding links between each pair based on the value
of the demand in the scaled matrix M ′ can fully satisfy the
demand, and this requires only single-hop routing.

C Linear Program Formulation

We emphasize that the following linear program formulation
is not related to Vermilion’s design. Instead, the goal of this
section is to formulate the underlying problem of finding the
optimal emulated graph for a given traffic matrix under a degree
constraint. This formulation serves as a theoretical exercise
to understand the complexity of the problem, which motivates
the development of efficient algorithms like Vermilion.

Throughput maximization is a variant of multi-commodity
maximum flow problem, commonly referred as maximum
concurrent flow problem [27]. In the case of traffic-aware
periodic networks, our goal is to find the best emulated
graph. In the following we present an integer linear program
formulation. Given a network of n nodes, each with d̂ physical
links (incoming and outgoing), the LP takes traffic matrix
M and the length of the desired schedule Γ as input. The
capacity of the physical links is denoted by c. The LP has to
find the number of links ĉi, j between each node pair (i, j). We
set the link capacities to 1 and interpret ĉi, j as the capacity
between i, j. We use f s,d

i, j to refer to the flow on edge (i, j)
corresponding to (s,d) demand. Our objective is to maximize
throughput θ such that the scaled traffic matrix θ·M satisfies
source-destination demands, flow conservation and capacity
constraints. We consider a degree constraint d̂ for each node.
Consequently, the demand matrices of interest are those with
the sum of each row and column limited to d̂.

Input:

traffic matrix M ={ms,d |s∈V, d∈V}
In-out degree d̂

Objective Function:

Maximize θ



Subject to the constraints:

Source demand: ∑
i∈V\{s}

f s,d
s,i ≥θ·ms,d

∀s∈V, ∀d∈V

Destination demand: ∑
i∈V\{d}

f s,d
i,d ≥θ·ms,d

∀s∈V, ∀d∈V

Flow conservation: ∑
i∈V\{ j}

f s,d
i, j − ∑

k∈V\{ j}
f s,d

j,k =0

∀ j∈V\{s,d}
∀s∈V, ∀d∈V

Capacity constraints:∑
s∈V

∑
d∈V

f s,d
i, j ≤ ĉi, j

∀i∈V, ∀ j∈V

In-degree constraints:∑
s∈V

cs,d≤ d̂

∀d∈V

Out-degree constraints:∑
s∈V

cs,d≤ d̂

∀d∈V

Variables:

Flow: f s,d
i, j ≥0 , f s,d

i, j ∈R
∀i∈V, j∈V,s∈V, ∀d∈V

Throughput: θ≥0 , θ∈R
Number of links: ĉi, j≥0 , ĉi, j∈Z

D Limitations and Future Work
Vermilion represents an initial step toward traffic-aware peri-
odic networks capable of achieving high throughput for any
traffic matrix using only single-hop routing. However, several
challenges remain and open avenues for future research.
Temporal dependencies in communication patterns:
Vermilion assumes that the traffic matrix, whether defined by
rate (bits per second) or volume (bits), is available and that the
demands between source-destination pairs are independent.
However, certain workloads, such as distributed training,
exhibit temporal dependencies in their communication
patterns. For example, while the traffic matrix may accurately
represent traffic, specific portions of the demand (e.g., from
the backward pass) may only become available after the com-
pletion of other parts (e.g., from the forward pass) [37,38,109].
Addressing these temporal dependencies presents a significant
research challenge and offers opportunities to further optimize

topologies like Vermilion for such workloads in a fully optical
setting. Hybrid network design with dedicated electrical
packet switches (e.g., Mixnet [23]) offer a potential solution
and a transitional step towards fully optical traffic-aware
periodic networks, which we leave for future work.
Structured communication patterns: Vermilion is designed
to achieve high throughput for any arbitrary traffic matrix.
However, some communication patterns have inherent
structure that could be exploited for further optimization.
For example, the ring-allReduce collective communication,
commonly used in distributed training, can be efficiently
supported by a simple ring-emulated topology with periodic
schedules. Optimizing for specific communication patterns is
complementary to our approach. In principle, Vermilion could
be extended to recognize and leverage these structured com-
munication patterns using existing solutions [96], potentially
achieving even higher throughput and faster completion times.
Exploring these optimizations is an avenue for future work.
Fault-tolerance and resilience: Vermilion does not explicitly
address fault-tolerance or resilience. While the periodic nature
of the network may offer some inherent resilience to failures,
designing fault-tolerant periodic schedules remains an open
challenge. Failures in optical networks can be particularly
difficult to detect, as they often manifest as packet corruption
due to optical collisions. Recent work discusses techniques
to mitigate link-layer and physical-layer errors [16]. Future
work could explore the design of fault-tolerant schedules
that can quickly adapt to failures while still maintaining high
throughput.
Heterogeneous link capacities: In this paper, we assume
that all physical links in the topology have uniform capacity.
However, datacenter topologies often include links with het-
erogeneous capacities. For example, faulty auto-negotiation
between two NICs can result in a link operating at a lower
capacity than expected. In practice, these capacities are often
multiples of a base rate. We believe Vermilion can be generalized
to accommodate heterogeneous link capacities by selecting an
appropriate base capacity and adjusting the topology to handle
varying multiples of that capacity. We leave the generalization
of Vermilion for heterogeneous link capacities to future work.

E Additional Results
Figure 11 presents throughput results for a network with 48
nodes, which exhibit trends consistent with those observed for
the 16-node network in §4.3. Figure 12 shows the flow com-
pletion times (FCT) achieved by Vermilion and the baselines
for the web search workload under varying load conditions.
Vermilion significantly improves the 99th percentile FCTs
compared to existing designs, for both short and long flows.

Figures 13, 14, and 15 report the all-to-all completion time
speedup, defined as Alg

Vermilion , for Qwen-MoE, Mixtral-8×7B,
and Mixtral-8×22B workloads across a range of reconfigu-
ration delays and optical fabric link bandwidths. Compared
to MixNet [23], Vermilion achieves substantial speedups in



Oblivious (single-hop) Oblivious (multi-hop) Vermilion k=3 Vermilion k=6

Chessboard
All-to-All Ring

skew-0.1
skew-0.2

skew-0.3
skew-0.4

skew-0.5
skew-0.6

skew-0.7
skew-0.8

skew-0.9
0.0

0.2

0.4

0.6

0.8

1.0
Th

ro
ug

hp
ut

Figure 11: Throughput of oblivious periodic network and Vermilion for a 48 node topology. Vermilion achieves higher throughput
compared to oblivious networks, even with single-hop direct communication.
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Figure 12: Flow completion times for the websearch workload. Vermilion significantly improves the 99-percentile FCTs compared
to existing designs, both for short flows and long flows.

regimes with high optical bandwidth and moderate reconfigura-
tion delays (e.g., 10 µs), where periodic networks are expected
to perform well. Compared to oblivious periodic switching
(VLB) and Birkhoff–von Neumann (BvN) schedules, Vermilion
consistently achieves higher speedups as reconfiguration
delays increase, due to its ability to sustain high throughput
while maintaining short schedules, unlike BvN.
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Figure 13: All-to-All completion time speedup Alg
Vermilion for Qwen MoE workload across different reconfiguration delays and

optical fabric link bandwidths.
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Figure 14: All-to-All completion time speedup Alg
Vermilion for Mixtral-8x7B workload across different reconfiguration delays and

optical fabric link bandwidths.
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Figure 15: All-to-All completion time speedup Alg
Vermilion for Mixtral-8x22B workload across different reconfiguration delays and

optical fabric link bandwidths.
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